










Figure 11: Qualitative example of “central" captions. The caption marked with arrows is the ground truth
caption which minimizes the expected METEOR distance to the other reference captions.

B.5. Visualizing Central Descriptions
We have found that descriptions which minimize the expected distance to the ground truth distribution
are relatively sparse in detail compared to other descriptions. Figures 11, 12, 13 and 14 show qualitative
examples of such descriptions for the MS-COCO dataset. Each plot shows qualitative examples of “central"
captions. The caption marked with arrows is the ground truth caption which minimizes the expected
METEOR distance to the other reference captions, and the other captions are the additional references in
the MS-COCO dataset. Images are selected at random, and do not represent cherry-picked samples from
MS-COCO.

Figure 12: Qualitative example of “central" captions. The caption marked with arrows is the ground truth
caption which minimizes the expected METEOR distance to the other reference captions.
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Figure 13: Qualitative example of “central" captions. The caption marked with arrows is the ground truth
caption which minimizes the expected METEOR distance to the other reference captions.

Figure 14: Qualitative example of “central" captions. The caption marked with arrows is the ground truth
caption which minimizes the expected METEOR distance to the other reference captions.
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B.6. Additional Qualitative Samples

Figure 15: A qualitative sample from CLIPcap. Candidate set one uses beam search (8 beams), while
candidate set two uses nucleus sampling (with temperature one, top-k of 20 and top-p of 0.9).


